TAMBIS: Transparent Access to Bioinformatics Information Sources

Final Report: BIF/05344

Andy Brass, Carole Goble and Norman Paton

1 Background 

The biological community is a distributed one, with a culture of sharing and rapid dissemination of information. Each separate area of molecular biology generates its own data and therefore its own information sources, including those for protein sequences, genome projects, DNA sequences, protein structures and motifs. Also available are a range of specialist interrogation and analysis tools, each typically associated with a particular database format. Frequently the information sources have different structures, content and query languages; and the tools have no common user interface and often only work on a limited subset of the data. 

Databases are required to interoperate. When biologists need to ask a question that covers multiple sources, they must: (i) form complex and precise questions that are biologically coherent; and (ii) answer the question by breaking it down into subqueries targeted to appropriate sources holding relevant information, linking the subqueries together in the optimal order, and executing the plan. This means that the user must: 

· know which source to use for which part of the query; the information held by the source and its location; 

· resolve any heterogeneities between the sources (e.g. multiple terms for one biological entity such as motif names);

· know how to use resources to retrieve the desired information;

· know how to transform and filter intermediate results into appropriate input formats for successive stages;

· know the right order to link the subqueries together,  tracking and linking related instances through the sources.

Many biologists still use collections of stand-alone resources (many of which are Web-based) to formulate and execute queries. Consequently, tasks listed above must be carried out by the user and heavy reliance is made on the biologist’s knowledge of the biological world, e.g. Swiss-Prot covers proteins, enzymes are kinds of proteins with additional information found in Enzyme. This places a burden on biologists, most of whom are not bioinformatics experts, and limits the use that can be made of the available information, as less knowledgeable biologists can only ask simple questions. 

There are examples in the biological community of systems that seek to relieve the user of some of these burdens. They do this by easing access to multiple, heterogeneous information sources; however, these systems vary in their degree of transparency. The greater the number of the above tasks that are taken on by the system, the greater the transparency of the overall task of query formulation and execution, and the greater the knowledge required by the system.

2 Aims 

The Transparent Access to Multiple Bioinformatics Information Sources (TAMBIS) project aims to provide the user with maximum transparency when accessing diverse bioinformatics data sources, shielding the users from those sources to the extent that the users cannot see the individual sources. It provides the illusion of a single query language, a single data model and a single data location. TAMBIS achieves this by using:

1.  a conceptual representation of biological concepts and terminology, known as the TaMBIS Ontology (TaO), against which the user can formulate queries; and 

2.  mappings from terms in the conceptual representation onto terms in external sources. TAMBIS therefore provides a level of indirection between the user and the external sources. 

Users pose complex queries expressed over multiple diverse data sources using a forms-based visual interface. The appropriate selection and co-ordinated interoperation of the databases is managed by TAMBIS on behalf of the biologist.  Although it can be thought to have similar source-linking functionality to SRS, TAMBIS differs in a number of major respects:

· in TAMBIS, a user does not have to choose sources and analysis tools to retrieve information, and does not need to decide the order in which to perform sub-tasks of complex queries; 

· in TAMBIS, the system decides which are appropriate sources and directs the relevant sub-query to that source; in SRS the whole question can be posed to all selected databases irrespective of whether or not it is appropriate; and

· in TAMBIS the ontology guides the user to form biological appropriate questions; in SRS it is possible to ask nonsensical questions of a source, e.g. searching for “TATA signal” in a Swiss-Prot feature table description.

By doing all this work for the user, TAMBIS:

· presents a common interface to many diverse sources, hiding their heterogeneity;

· allows users to describe what they want by linking concepts;

· shows what it is possible to ask of the sources and in bioinformatics generally; and

· represents the knowledge the biologist uses when choosing, and interoperating between, individual sources. 

Examples of the kinds of queries that can be formed and answered in TAMBIS include those that retrieve:

· DNA binding motifs in eurokaryotic proteins
· human proteins containing a 7 propeller domain

· homologues to apoptosis receptor proteins
· motifs in enzymes using thyamine as a substrate and iron as a cofactor

TAMBIS is an ambitious project. The main focus of the work has been to demonstrate that an intelligent retrieval integration system using an ontology is feasible. To this end, the project adopted a “vertical thin prototype approach”. Rather than develop just one component completely and in isolation, we have developed all components and their interfaces to yield a running system. Consequently, the biological coverage is incomplete, and the algorithms need development, but the whole is a demonstrable “proof of concept” that can be evaluated and tested in the field. It is possible, with only five sources (Swiss-Prot, CATH, Prosite, Enzyme, BLAST), to ask questions using TAMBIS that are difficult or impossible to ask with other systems such as those given above. 

3 Research Results

Figure 1 briefly illustates how TAMBIS works. There are three phases:

1. Conceptual Query Stage: The user browses an ontology of biological concepts and forms complex conceptual requests that are biologically coherent and completely source independent; 

2. Concrete Query Stage: TAMBIS determines the appropriate sources, forms the appropriate requests and produces an execution plan, transforming the query from a declarative conceptual one to an ordered collection of source specific calls to sources that are wrapped to give the same syntactic interface. 
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Source Query Stage: The execution plans are dispatched to the appropriate wrapped component information services. The answers are returned as html in the users web browser.
The ontology supplies a source-independent conceptualisation of bioinformatics, and provides services to: a knowledge-driven query formulation interface; a query transformation rewriting process; and a sources and services model linking the biological ontology with the source schemas. Each of these components provide important research results.

3.1 A generic component-based architecture
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An important consideration in TAMBIS was the adoption of good software engineering practice. For maximum modularity and flexibility, software systems are best assembled from components that offer services, and have well-defined interfaces that allow the components to collaborate. Components can be substituted as improved techniques come on-stream. For an integration system, such components are best assembled into a classical three layer mediator/wrapper architecture (Figure 2). 

The presentation layer uses an intelligent user interface, in which the user combines terms from the knowledge base to form declarative, source independent queries. 

The mediation layer (i) identifies the appropriate sources to satisfy a query and (ii) rewrites the query to an ordered list of source dependent procedures. 

The wrapper layer manages the external sources, which are wrapped to provide a common interface that affords communication, format and network transparency. 

TAMBIS has five major components offering a variety of services:

1.  ATerminology Server for handling the TaMBIS Ontology (TaO);

2.  A knowledge-driven query formulation interface; 

3.  A query transformation rewriting process; 

4.  A sources and services model linking the concepts with their counterparts in the source schemas;

5.  A wrapper service dealing with external sources.
Each of these components is made up other sub-components. Where possible, TAMBIS has exploited existing technologies. The wrapper layer currently uses CPL/BioKiesli [Buneman95], although the long-term intention was, and is, to use CORBA wrapped services made available by the community. Sources are wrapped by CPL at essentially the same level as CORBA sources are wrapped, so TAMBIS can be seen as generating output at a level that is typical of that required for use over widely accepted middleware layers. In this way we seek to make the architecture generic and robust. By substituting the ontology for one concerned with pictures, for example, we are able to reuse the components for a stock photography retrieval system [Bechhofer99a].

In order to identify the coverage and scope of the TaO and the interaction with the user interface, the project worked closely with groups of users at Manchester, York and Zeneca Pharmaceuticals. The results of interviews, questionnaires and formative evaluations of early interfaces to TAMBIS have lead to a set of requirements for retrieval integration systems for bioinformatics, giving the favoured questions biologists would like to ask [Stevens99a].

3.2 An ontology of molecular biology and bioinformatics

The biologist’s knowledge of molecular biology and bioinformatics, and their interpretation of the resources with respect to this knowledge, is essential to the task of combining resources to answer queries. Bioinformatics researchers have recognised that a comprehensive thesaurus of terms, or a reusable reference ontology of biological concepts, is a prerequisite for information integration [Karp95]. Such practical exploitation of knowledge based systems has often been hindered in the past by the lack of suitable ontologies. Consequently, ontologies for knowledge management in Molecular Biology have attracted considerable interest in the last two years, leading to an Ontologies for Molecular Biology Workshop at ISMB'98 at which TAMBIS was invited to participate. Few ontologies exist, most are small or for limited domains, and no others are associated with rich reasoning services.  In contrast, TAMBIS offers all these features to the community. TAMBIS has as its backbone a representation of the knowledge of concepts and their relationships within the domain of molecular biology and bioinformatics. This knowledge base is a software component that can offer services that enable TAMBIS to give the transparent access and rich querying facility described earlier. 

TAMBIS is driven by an ontology–a representation of knowledge of which we can ask questions.  The Tambis Ontology is new, rich and substantial [Baker99]. It currently contains around 1800 biological concepts and their relationships, and is capable of inferring many more by virtue of its knowledge representation scheme. Its coverage includes proteins and their components, motifs, protein structure, enzyme function, enzymes and metabolic pathways, expressed sequence tags, nucleic acids, their component motifs, gene function and expression, sequence homology, and taxonomy of species.  The TaO is central to the TAMBIS architecture, and has a number of roles:

· describing the biologists knowledge and encompassing the schemas of the underlying data sources, representing a global schema organised into a flexible and evolvable knowledge base that is more than the union of the component databases;

· linking conceptual terms to their concrete representations in the underlying data sources;

· mediating between equivalent or near equivalent concepts in the different data sources by using the  knowledge-base reasoning services to assist in their identification and resolution;

· guiding the biologist to form only consistent biological realistic queries, to manipulate queries, and to explore the ontology to answer questions such as “what can I say about proteins?”.

The TaO is a major result in its own right; it is a representation of biological knowledge that can potentially be used by many other applications, for example checking annotation coherency (PrePRINTS) and protein function prediction (Irbane BIF/10507). The TaO has attracted a great deal of attention from the biological community, including the Working Group on Ontologies for Molecular Biology [WGOMB] of which TAMBIS is a member. Research groups planning to use the TaO include PASTA at the University of Sheffield (50BIF/08754) and the European Media Laboratory biochemistry group. 

3.3 The ontology infrastructure

TaO is represented by using the powerfully logical inference reasoning services of a Description Logic, in particular GRAIL [Rector95]. Description Logics (DLs) [Borgida95] provide a language for capturing declarative knowledge about a domain, and supports reasoning about that knowledge [Donini96]. Information captured using DLs is classified into a rich hierarchical lattice of concepts and their inter-relationships. New concepts are constructed from existing concepts and automatically placed in an ‘isa’ classification lattice by virtue of their definition. Only biologically reasonable concepts can be formed. The reasoning services associated with GRAIL are encapsulated within a CORBA-compliant Terminology Server (TeS) [Bechhofer99a].

3.4 A visual intelligent user interface

Queries are expressed in the same language as the knowledge is described. However, the language is hidden from the user using a graphical and forms-based interface that is dynamically generated by the TeS at run-time. As the ontology expands so this is immediately apparent in the interface. The user browses the ontology and forms complex conceptual concepts without having to memorize terms or be aware of the relevant information sources. The browser acts as an educational guide for biologists new to bioinformatics. The building and manipulation of query expressions is incremental and guided through interaction with a visual representation of the ontology. Concepts (e.g. species, sequence, accession numbers) can be instantiated with values, and those to be returned in the results are identified. Favourite queries and results can be bookmarked. The result is a declarative GRAIL concept expression, invisible to the user. For a more complete description see [Bechhofer99b].

We know of no comparable query interface supported by a knowledge-based retrieval system in biology or any other field, ranging over multiple databases or not. While the interface might look somewhat like a forms-based interface to a database system, it is able to detect a range of biologically nonsensical queries that more conventional query interfaces to databases would be happy to compile, but which are sure to yield empty results. 

3.5 A query translation and planning process 

The query translation and planning process identifies appropriate sources, plans an efficient way of executing a query, and generates an execution plan for use with an existing middleware layer (CPL/BioKiesli [Buneman95]), transforming the GRAIL query expression from a declarative conceptual one to an ordered collection of source specific calls. The costs of various alternative plans are evaluated. A Sources and Services Model maps TaO concepts to wrapper functions that retrieve instances of those concepts from the data sources, relating the wrapper services in the sources with their conceptual counterparts in the domain ontology. For each wrapper function, type, cost and cardinality information is held. The TaO is used by the query transformation processor as an index to the wrapper functions. The index is used to select the most specific wrapper functions, and show how, through shared concepts, wrappers can be linked. For more details see [Paton99b]. The project has generated a large number of wrapper functions for a variety of sources in addition to the five required for the small ontology covered by the pilot. As more of the large TaO is revealed, concepts will be linked with wrappers we have for EMBL, PRINTS, BLOCK and PIR, etc.

The query transformation component closely resembles a database query planner and optimiser; in TAMBIS we were able to transfer well-understood database practice in a principled way to the biological domain. Related work in intelligent integration [Paton99a] targets sources that provide declarative query facilities such as SQL. TAMBIS operates in an environment where the data sources offer very limited call-based retrieval facilities.

3.6 A pilot application in the field

TAMBIS is available over the web as a Java applet: http://img.cs.man.ac.uk/tambis [Stevens99b]. There are two versions of the applet available:

1. An applet that allows the user to browse around the full TaO. Whilst queries may be formed, they cannot be submitted to external sources for evaluation.

2. A restricted access applet that supports the full TAMBIS functionality and can be used to answer questions.  This applet uses a smaller model covering only some 250 concepts and hundreds of relationships relating to proteins. This subset of the ontology is fully connected to five sources (Swiss-Prot, Enzyme, Cath, BLAST and Prosite); any query that can be formed will return an answer from these databases. This applet is of restricted entry for invited users in order to evaluate the robustness and scalability of the system. We plan to provide wider public access after the evaluation has been completed. The reviewers of this final report can use the username/password of  tambis/guest.

The TAMBIS web pages also contain links to a full manual, as do the help buttons in the applet itself.  There are also links to videos, showing TAMBIS in use and these are a useful resource in learning how to use TAMBIS. The pilot is also about to be fielded in Zeneca Pharmaceuticals. Even this pilot version of TAMBIS can ask questions using one interface and one screen, that cannot be asked by other systems; for example, retrieve Apoptotis receptor protein Phosphorylation sites or find all the human proteins containing seven propeller domains.

3.7 Overall research result

Intelligent information integration systems have used ontologies of domain terms to represent a canonical model described in some form of knowledge representation scheme, some using DLs [Ouskel99]. We have been able to bring state-of-the-art knowledge based integration to biology and demonstrate the viability of knowledge-based mediation and interoperation for a real application [Baker98, Goble99]. In turn have new research results in novel ontology-driven multi-database retrieval interfaces in Computer Science [Bechhofer99b] and have garnered experience in the development of a major domain ontology. TAMBIS has attracted interest from the computer science community. As a direct result, Manchester has been invited to be a principle partner in the Eurontology EU Framework V proposal for the development of a universal multi-lingual reference ontology. 

4 Relationship with Original Proposal 

TAMBIS has fulfulled the aims of the original proposal, in particular the first objective, achieving the benefits originally envisaged. The TAMBIS architecture is as originally planned; three of the four information models referred to in the proposal have been implemented. The project has deviated from the original in two respects: (i) its agent-based delivery mechanism and the consequently provision of user active added-value services; and (ii) the management of users: profiles, logs and preferences. The latter point has yet to be addressed because of time constraints and remains on our agenda; the first point warrants more discussion. As outlined in the introduction, TAMBIS was, and is, ambitious. The line between a service-oriented component based system and an agent system is a fuzzy one, perhaps best characterised as “agents have autonomous pro-activity; components do not”. It soon became clear that the incorporation of agents was an unnecessary complication, and the first attempt at achieving the goals of TAMBIS would be best served by using components, substituting agents for components if necessary. 

5 Related Funding and Personnel

The ambitious and wide-ranging nature of TAMBIS, and our desire to build and evaluate a complete system rather than just design and develop parts, meant that other sources of funds and labour were required. Zeneca Pharmaceuticals granted funds commencing one year after TAMBIS began, for two people over three years. This meant that the BBSRC grant funded the TaO, Terminology server infrastructure and the presentation components, whilst the additional funds supported the development of the mediation and wrapper components. In addition, personnel funded from other sources have been used to move the interface to Java and to prepare TAMBIS for distribution. As the mobile agent and high performance computing aspects of the proposal were dropped early on, the Centre for Novel Computing’s role became redundant. Consequently, Prof. John Gurd was substituted on the project by Dr Norman Paton, whose query processing expertise was invaluable in the development of the mediation layer.
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